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Abstract

Mobile users such as airplanes or ships will constitute an important segment of the future satellite communica-
tions market. Operators are now able to leverage digital payloads that allow flexible resource allocation policies
that are robust against dynamic user bases. One of the key problems is managing the frequency spectrum
efficiently, which has not been sufficiently explored for mobile users. To address this gap, we propose a dynamic
frequency management algorithm based on linear programming that assigns resources in scenarios with both
fixed and mobile users by combining long-term planning with real-time operation. We propose different strate-
gies divided into proactive strategies, which stem from robust optimization practices, and reactive strategies,
which exploit a high degree of real-time control. This represents a tradeoff between how conservative long-
time planning should be and how much real-time reconfiguration is needed. To assess the performance of our
method and to determine which proactive and reactive strategies work better under which context, we simulate
operational use cases of non-geostationary constellations with different levels of dimensionality and uncertainty,
showing that our method is able to serve over 99.97% of the fixed and mobile users in scenarios with more than
900 beams. Finally, we discuss the trade-offs between the studied strategies, in terms of number of served users,
power consumption, and number of changes that need to happen during operations.
Keywords: Satellite Communications, Dynamic Frequency Assignment, Dynamic Resource Management, Mo-
bile Users, Integer Linear Programming

1. Introduction

1.1 Motivation

Satellite communication has become a promising so-
lution to satisfy society’s growing need to be connected
anytime, anywhere, and even on the move [1, 2]. To
meet the market necessities, both established satellite
operators, such as SES S.A., which currently operates a
constellation in medium Earth orbit (MEO), as well as
newer contestants, such as SpaceX or Amazon, are de-
veloping the next generation of non-geostationary orbit
(NGSO) constellations [3].

Mobile users (including aeronautical, maritime, and
land vehicles) transit areas where connectivity using
ground infrastructure might be unreliable or com-
pletely unavailable, and therefore other networks such
as satellite communications come into play. Due to
the increase in the number of users, this segment is
expected to represent 40% of the cumulative market
revenue throughout the next decade [1, 2, 4]. In con-
trast to past satellite communications with mobile plat-
forms, which supported only low data rate services,
mobile users currently require data rates comparable
to that of fixed terminals [5].

To meet the increased broadband connectivity
needs, operators will rely on the flexibility of mod-
ern payloads. Many new satellites are equipped with
thousands of spot beams that can be steered to cover
selected service areas and track users, and whose fre-
quency, bandwidth, and power can be adapted in real-
time according to the users’ demands [6, 7]. This tech-
nology enables efficient spectrum usage by reusing fre-
quency through spatial separation between beams and
employing different polarizations. Additionally, it al-
lows for reducing the number of handovers, compared
to grid layouts or non-steerable beams, which further
improves constellation efficiency [8, 9].

This flexibility comes at the cost of additional
decision-making. The management of constellation re-
sources can be grouped into four tasks: deciding how
many beams to use and where to place them, routing
each beam to a gateway through a satellite, assigning
a certain amount of bandwidth within the available
frequency spectrum, and, finally, powering each beam
[10]. Finding a feasible distribution of resources that
satisfies the changing demand needs of a user base is
known as the Dynamic Resource Management (DRM)
problem and is well-known in the community [10, 11].
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The demand and operational characteristics of mo-
bile users increase the complexity of the DRM problem.
Firstly, they contribute to a geographical and tempo-
ral unbalance of traffic demand: it is estimated that
50% of the aeronautical traffic is concentrated in 4%
of Earth’s surface, and 80% of the maritime traffic is
concentrated in 15% of it [12]. Entire aircraft fleets can
fly from one region to another and back multiple times
in the same day, contributing to large demand peaks
[13]. If resource management approaches do not con-
sider route-specific traffic, supporting aeronautical and
maritime services will be inefficient and costly, achiev-
ing constellation efficiencies below 5% [14], which stem
from the necessity to track the users while avoiding
interference with the ground infrastructure.

Secondly, mobile users are an understudied source
of uncertainty, with demand requests at unanticipated
times and locations that have substantial implications
for interference control, an essential component of spec-
trum management. For example, aeronautical users
can suffer from delayed flight departures or trajectory
changes, resulting in harmful interference with other
users or undesired network saturation. Other users,
such as trucks, might require service in a specific lo-
cation without previous notice, further contributing to
uncertain and time-varying demand distributions.

The demand dynamics, uncertainty, and operational
challenges introduced by mobile users make the alloca-
tion of frequency resources an especially challenging
problem, which only worsens when constellations scale
to thousands of satellites and beams [3]. To enable effi-
cient resource utilization in the upcoming satellite com-
munications landscape, future frequency assignment
techniques need to account for the additional layers
of complexity introduced by mobile users.

1.2 Literature review

Due to the renewed interest in providing broadband
connectivity from space, the DRM problem has re-
ceived the attention of many researchers over the last
few years. From a system’s perspective, the authors in
[11] present a problem representation and highlight the
importance of two functional blocks: an offline planner
without computational time constraints that can ex-
haustively explore the solution space and a real-time
optimizer that modifies the resource allocation based
on timely information. The authors stress the need to
generate a baseline plan with information known before
operations, which includes a certain conservatism to ac-
count for the uncertainty present in the planning and
enable the real-time optimizer to reallocate resources
successfully. In [10], the authors reinforce the idea of
leveraging the flexibility of satellite payloads with this
two-step allocation and discuss its implications.

Within the DRM problem’s technical approach, fre-
quency assignment is one of the most studied tasks.
Early works focused on minimizing co-channel interfer-
ence by rearranging the allocation of a set of carriers
allocated to another system, considering fixed terminal
positions and GEO satellites. The segmentation of the
available spectrum was proposed in [15], proving that
the problem is NP-complete when the allocations need
to occupy multiple adjacent segments. In the same
context, later works proposed neural networks [16, 17]
and the use of other metaheuristics such as evolution-
ary algorithms [18, 19].

The increased flexibility of modern satellite pay-
loads, including the ability to dynamically reallocate
frequency resources, has been widely studied for GEO
systems. Most works focus on allocating frequency,
bandwidth, or both, for which greedy algorithms [20],
neural networks [21] and deep reinforcement learning
[22] have been proposed. Other works also optimize
the power allocation, presenting heuristic methods [23],
metaheuristics [24, 25], and convex approximation [26],
usually in combination with iterative procedures to
deal with the complexity of the problem. Limited
works specifically consider mobile users [27, 22, 28],
modeling them as demand variations within the beams.
The proposed solutions either generate frequency as-
signments given known demand distributions or dy-
namically reallocate resources in real-time based on
demand changes. In that sense, they do not consider
information that can be known before operations, such
as mobile users’ trajectories, to generate a frequency
allocation valid for a given time interval.

In contrast to GEO systems, frequency assignment
for NGSO constellations has been severely understud-
ied, and, to the best of the authors knowledge, no previ-
ous works directly consider use cases with mobile users.
In [29], the author proposes an optimization tool for
LEO systems that can achieve precise traffic matching
by jointly optimizing multiple system parameters using
evolutionary algorithms and neural networks. In [30],
the authors present a user-centric beam coverage and a
heuristic frequency assignment algorithm for LEO con-
stellations. In [31] the authors implement an iterative
dynamic frequency assignment algorithm that can pri-
oritize different operational requirements and evaluate
their solution in an MEO constellation. Using a similar
approach, the allocation of multiple satellite resources
has been considered in [32]. However, these methods
have been evaluated in static scenarios without user
movement. Thus, it is unclear if they can be adapted
for the demand characteristics of mobile users.

While broadband services for mobile users has not
been studied, mobile users have been included in stud-
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ies focusing on phone communications in LEO constel-
lations [33, 34, 35]. Most works neglect terminal mo-
bility by considering satellite-fixed cell coverage, with
beam footprints moving relative to the ground. In-
spired by terrestrial networks, they focus on fixed and
dynamic channel assignment and handover manage-
ment to reduce call blocking and dropping rates.

Given the growing demand for broadband connec-
tivity on the move, spectrum management strategies
need to leverage the flexibility of modern NGSO satel-
lites to provide service robustness against dynamic user
bases. Mobile users add a layer of complexity to the fre-
quency assignment problem due to their contribution
to the geographical and temporal unbalance of traffic
demand, which constitutes a new source of uncertainty.
For this reason, proactively including user information
forecasts when optimizing the frequency plan and reac-
tively reallocating resources in real-time can be a key
efficiency driver. The presented studies fail to study
the complexity added by mobile users to the frequency
assignment problem, and none considers including de-
mand forecasts, user position forecasts, or uncertainty
considerations to improve satellite resource utilization.

1.3 Paper objectives

To close this research gap, the objective of this paper
is to present a dynamic frequency assignment frame-
work based on linear programming that can operate in
the presence of mobile users. The framework relies on
a two-stage process to account for the complexity and
uncertainty introduced by these users. The first stage
consists of proactive long-term planning, and the sec-
ond reallocates resources in real-time. This synergy
between long-term and short-term frequency assign-
ments has not yet been exploited for communication
satellite systems. Our method leverages the flexibility
of current satellite systems by including full frequency
reuse using spatial separation and different polariza-
tions, dynamic bandwidth assignment, and operational
aspects such as the inclusion of gateway restrictions, all
of which help bridge the research gap between technical
research and operational constraints.

1.4 Paper structure

The remainder of the paper is organized as follows:
Section 2 formulates the frequency assignment problem
for NGSO constellations with the implications intro-
duced by mobile users, Section 3 describes the proposed
frequency assignment method with its proactive and
reactive stages to operate under uncertainty, Section 4
shows the results of applying the method to different
use cases, and finally Section 5 remarks the conclusions
of this work and possible future research directions.

2. The frequency assignment problem

In this work, we pose the frequency assignment as an
optimization problem and extend the formulation pro-
posed in [31]. A key difference is that, while the origi-
nal formulation disregards the temporal dimension, we
frame the problem as generating a frequency assign-
ment that considers changes in the user distribution
occurring during a time period t ∈ [0; T ].

2.1 System description

We consider an NGSO constellation with NS iden-
tical multibeam satellites that connect fixed and mo-
bile users to fixed gateways, which are ground stations
that transmit data between satellites and terrestrial
networks (see Figure 1). The set of users and gateways
are connected using NB downlink beams. While fixed
users can be defined using a single static position pu
and require service at all times, mobile users require
service at different positions pu(t) during specific time
periods t ∈ [tstart,u; tend,u], where tstart,u and tend,u
are the start and end service times, respectively. We
assume that multiple fixed users can be served by one
fixed beam, whereas each mobile user is assigned to
a beam that follows them throughout their trajectory.
Each beam is powered by a single satellite at any point
in time. Satellite handover operations, defined as the
change of the satellite servicing a beam, occur due to
the orbital dynamics of NGSO constellations and the
movement of mobile users.

We assume all satellites have access to the same fre-
quency spectrum, divided into Nch equal-bandwidth
channels. The payload can reuse frequency up to
Nr times and handle Np polarizations, allowing close
beams to use the same frequency without incurring ad-
ditional interference. A combination of specific reuse
and polarization is referred to as a frequency group.

Generating a frequency plan involves assigning, to
every beam i, a set of adjacent frequency channels for
each time instant this beam is active (i.e., continuously
for fixed users, or between tstart,i and tend,i for mo-
bile). This allocation is defined by an initial frequency
channel fi(t), the number of consecutive channels bi(t),
a frequency reuse ri(t), and a polarization pi(t). Al-
though it might not be preferred, we assume that the
assignment of beams can be changed at any time. Fig-
ure 1 shows the representation of the frequency assign-
ment in the form of a grid with Nr ·Np rows (frequency
groups) and Nch columns (frequency channels).

As detailed in Appendix A, we can compute the min-
imum bmin,i and the maximum bmax,i number of fre-
quency channels for each beam i so that the commu-
nication link is feasible. Taking that into account, the
boundaries and domains of the frequency assignment
variables are:
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Fig. 1: NGSO constellation plane withNS satellites connecting fixed and mobile users to gateways and frequency
assignment representation in the form of a grid with Nr · Np rows (frequency groups) and Nch columns
(frequency channels). In this example, Nr = 3, Np = 2, and Nch = 7. In this case, the allocation in blue is
defined by f = 4, b = 4, g = 1, p = 2.

1 ≤ fi(t) ≤ Nch

fi(t) + bi(t)− 1 ≤ Nch

bmin,i ≤ bi(t) ≤ bmax,i

1 ≤ gi(t) ≤ Nr

1 ≤ pi(t) ≤ Np

fi(t); bi(t); gi(t); pi(t) ∈ Z+

∀ i ∈ {1; :::; NB}
∀ t ∈ [0; T ]

(1)

2.2 Handover and interference constraints

The frequency assignment in NGSO constellations is
subject to two main types of constraints: handover and
interference restrictions. We first explain the former.

While a beam is being served by a satellite, we must
ensure that no other beam uses the same resources. To
account for this, we define a handover constraint for
all beams served by the same satellite, which prevents
them from being assigned overlapping frequency chan-
nels and the same frequency group. These constraints
are encoded for each pair of beams (i; j) using the bi-
nary variables �ij(t). If two beams are assigned to the
same satellite at time t, then �ij(t) = 1 (�ij(t) = 0
otherwise). These constraints allow capturing the han-
dovers from both the dynamics of NGSO constellations
and those derived from the change in position of mo-
bile users. As an example, in Figure 2, the terminals
covered by the green and blue beams are not simulta-
neously in the field of view of the same satellite around
time t1 (�green,blue(t1) = 0), meaning that they could
use the same frequency resources. However, due to
the change in position of the mobile user in the green
beam, they are served by the same satellite around time
t2 (�green,blue(t2) = 1), which forbids them from using
the same resources.

In addition to satellite limitations, beams whose
footprints are geographically close are susceptible to
cause interference with one another if they use the same
polarization and overlapping frequency channels. To
account for this, we define an interference constraint for
all geographically close beams. These constraints are
encoded for each pair of beams (i; j) using the binary
variables �ij(t) for each time t, which depend on the
position of the two beams, pi(t) and pj(t). As proposed
in [30], we consider that two beams are susceptible to
interference, with �(t) = 1 (�(t) = 0 otherwise), if
the angular separation (measured from the satellites)
between their footprint centers �(pi(t); pj(t)) is lower
than a certain threshold �min. In contrast to fixed
user bases, the change in position of mobile users is
the major cause of the temporal change of interference
constraints. As illustrated in Figure 2, the footprint
of the green beam is near that of the purple beam
at time t1 (�green,purple(t1) = 1, �green,red(t1) = 0),
whereas at time t2 it is close to that of the red beam
(�green,purple(t0) = 0, �green,red(t2) = 1).

To avoid invalid assignment of resources while ac-
counting for interference between beams, we need to
impose the following handover constraints:

�ij(t) = 0 or gi(t) ̸= gj(t) or pi(t) ̸= pj(t)

or fi(t) + bi(t) ≤ fj(t) or fj(t) + bj(t) ≤ fi(t)

∀ i; j ∈ {1; :::; NB}; i ̸= j

∀ t ∈ [0; T ]

(2)

And the following interference constraints:

�ij(t) = 0 or �ij(t) = 0 or pi(t) ̸= pj(t)

or fi(t) + bi(t) ≤ fj(t) or fj(t) + bj(t) ≤ fi(t)

∀ i; j ∈ {1; :::; NB}; i ̸= j

∀ t ∈ [0; T ]

(3)

For a detailed formulation of the constraints, includ-
ing their linearization, the reader is referred to [31].
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Fig. 2: User distribution and frequency assignment of
two satellites at two different instances. Contrary
to fixed users, the change in position of the mobile
user in green prompts a change in the frequency
allocation (highlighted in a darker color).

2.3 Objective function

Since power is usually one of the main limiting fac-
tors onboard a satellite, frequency plans with lower
power consumption are inherently more attractive for
the operators. Thus, we define power as the primary
driver of optimality, transforming the problem into:

min

NB∑
b=1

∫ tend;i

tstart;i

Pi(fi(t); bi(t)) dt

s.t. Eq. (1)

Eq. (3)

Eq. (2)

(4)

where Pi(fi(t); bi(t)) is the radio-frequency trans-
mission power needed to serve beam i at time t. De-
tailed steps regarding its calculation can be found in
Appendix A.

2.4 Mobile users and uncertainty

Besides the time-dependency of the constraints, gen-
erating a frequency plan for mobile users has the addi-
tional challenge of planning with uncertainty since in-
formation about their position comes at different times
and with different accuracies. Therefore, efficiently
solving the problem requires both taking advantage of
the already known information and adapting to new
information. For example, satellite operators might
know the expected flight departure time, origin, and
destination several days in advance, whereas the exact
trajectory that aircraft will follow will not be known
until moments before departure or even when they are
en route. Other users, such as trucks, might request
service in specific locations without prior notice; thus,
their service times and positions are hard to predict.

When new information about a user is known, ad-
ditional restrictions can arise in the frequency assign-
ment. For example, unexpected flight delays alter the
time interval when resources are required from satel-
lites and gateways. Trajectory changes entail that
users will not be at the expected positions, which, to-
gether with delays, can add interference and handover
constraints with other users. Due to these situations,
the beams might have a lower angular separation than
anticipated or need to be assigned to the same satellite
when it was not scheduled. Since uncertainty can in-
validate the frequency allocation, it must be accounted
for when providing service to mobile users by proac-
tively protecting the frequency assignment with con-
servative constraints or reactively modifying it. Our
method is framed around this whole operational con-
text and leverages both prior information on mobile
users to improve frequency assignment before opera-
tions and an efficient technical approach to address
real-time changes due to unexpected events. We de-
scribe it in the following section.

3. Method overview

Frequency assignment frameworks should not only
seek to find optimal or quasi-optimal solutions but
also be robust in dynamic and uncertain environ-
ments, especially when real-time operation is costly.
To that end, we propose a two-phase frequency allo-
cation method divided into a proactive and a reactive
assignment stage. As illustrated in Figure 3, before the
beginning of operations, we leverage available prior in-
formation and generate a baseline plan accounting for
uncertainty; this constitutes the proactive stage. Later,
during operations, this baseline plan is re-optimized
when new information is available (e.g., an unexpected
event occurs or users with no prior information en-
ter the system); this corresponds to the reactive stage.
Our framework overcomes mobile user uncertainty by
leveraging conservative decision-making in the proac-
tive stage and a real-time re-optimization procedure in
the reactive stage.

This two-step approach has been successful in simi-
lar applications. In particular, it has shown promising
results in the resource-constrained project scheduling
(RCPS) problem, which consists of assigning tempo-
ral resources to a set of activities over time [36]. The
sources of uncertainty in the RCPS, such as uncertain
activity duration, unexpected addition of new activi-
ties, or the need to change the start times, cause disrup-
tions similar to those in the frequency assignment prob-
lem [37]. We now explain the details of our method.
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Fig. 3: Proposed frequency assignment framework, consisting of a proactive assignment stage that generates a
baseline plan accounting for uncertainty before operations, and a reactive assignment stage that re-optimizes
the plan during operations when new information is available.

3.1 Proactive frequency assignment stage

The goal of the proactive planning stage is to con-
struct, before the beginning of operations, a baseline
frequency plan that considers both fixed and mobile
users and can be operated during a specific time pe-
riod t ∈ [0; T ]. We denote by Utot the set of all users
that will require service during this time interval. Out
of those, we assume there is information on a subset
Uinfo, with |Uinfo| ≤ |Utot|, available beforehand; this
includes data rate demands, location, and schedules
and trajectories in the case of mobile users. For the
users in Uinfo, this information is leveraged to com-
pute beam placements, beam routings, and handover
and interference constraints, which are inputs to our
frequency assignment algorithm.

Our method assumes each mobile user is assigned to
a single beam, whereas fixed users might be grouped
and assigned to the same beam. The complete foot-
print layout is then used to compute the routing and
handover schedules, which are necessary in the case of
NSGO constellations. We leave the specific methods
used to carry out these operations outside this paper’s
scope; we assume the footprint layouts and the NSGO
schedule are provided beforehand. Then, knowing the
handover schedule and the footprint layout allows for
computing the constraints between beams that will
take place during operation. With this information,
a full frequency plan is defined for all users in Uinfo

for the time frame considered. In the following lines,
we first outline the technical approach in the absence of
uncertainty and then introduce robustness mechanisms
that account for it.

3.1.1 Mobile users without uncertainty

Our method stems from the work in [31], which
presents a frequency assignment algorithm based on
Linear Programming (LP)—we refer to the original
paper for the complete details on its formulation.
The original method is only defined for fixed users,

which allows computing a single plan regardless of
the time horizon since handover and interference con-
straints remain static. In our case, constraints are
time-dependent due to the change in position of mo-
bile users.

Let NB be the total number of beams in the problem
(which might be smaller than |Uinfo| given we group
fixed users). To make use of the LP method from [31],
we define the inter-group and intra-group restrictions
setsRE andRA—introduced in the original paper—as:

(i; j) ∈ RA; if max
t2[0,T ]

�ij(t) = 1

(i; j) ∈ RE ; if max
t2[0,T ]

�ij(t) = 1
(5)

where RE and RA correspond to the sets of beams
that hold, at any moment in time, an interference or
handover restriction, respectively. The variables � and
� are those defined in the previous section, and T is
the length of the considered time interval. Note that
our approach considers the worst-case scenario in the
trajectory of mobile users, eliminating the temporal
dependency of the frequency and handover constraints.
This way, we are able to extend the original LP method
designed only for fixed users to define complete fre-
quency plans for both fixed and mobile users.

3.1.2 Mobile users with uncertainty

As mentioned in the introduction of this paper, un-
certainty is intrinsic to long-term decision-making in
the presence of mobile users; their schedules and trajec-
tories might differ from those planned for multiple rea-
sons. While we propose adding a reactive stage during
operations to address unexpected changes, we find that
already accounting for uncertainty during the proactive
stage can reduce the burden of reallocating during op-
erations. In those cases, minor delays or deviations can
significantly impact the frequency plan by changing the
constraints in real-time.
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Proactive strategies have been widely used in the
RCPS problem [36], such as extending activity dura-
tion based on their statistics or spacing out tasks based
on a factor adjusted by simulation. In our case, this
protection can consist of assuming larger user service
times and areas to minimize disruptions. Accordingly,
we propose three different reactive strategies. Before
presenting them, we redefine the problem variables �,
� as follows:

• First, we define Pi(t) as the set of possible posi-
tions of beam i at time t. This area can be com-
puted as function of the expected position pu(t) of
a mobile user u, and a parameter  that defines
the magnitude of the possible deviations, and thus
its size: Pi(t) = f(pu(t); ).

• Next, we define the minimum angular separation
between the sets of possible positions of beam i at
time ti and beam j at time tj as:

∆(Pi(tj);Pj(tj)) = min
pi2Pi(ti)
pj2Pj(tj)

�(pi; pj) (6)

where �(pi; pj) is the angular separation between
two beams at positions pi and pj , respectively.
Note that we now consider the worst case between
two sets of positions at different time instants,
whereas our previous definition considered two po-
sitions at the same time instance �(pi(t); pj(t)).

• Consequently, we define �ij(ti; tj) to be 1 if
∆(Pi(tj);Pj(tj)) ≤ �min, checking whether beam
i at time ti could interfere with beam j at time tj .

• Similarly, �ij(ti; tj), encodes the handover restric-
tions when beams have a set of possible positions
for a given time t.

Using this notation, the three proactive strategies
our method uses are:

S1. Larger service times When computing
interference and handover constraints, we assign re-
sources during longer service times by considering that
users might be delayed up to td. To that end, we rede-
fine equations (5) forRE andRA, such that (i; j) ∈ RE

if:

max
t2[0,T ]

(
max

τ1,τ22[0,td]
�ij(t+ �1; t+ �2)

)
= 1 (7)

and (i; j) ∈ RA if:

max
t2[0,T ]

(
max

τ1,τ22[0,td]
�ij(t+ �1; t+ �2)

)
= 1 (8)

S2. Larger interference threshold To make
interference constraints more conservative, we update
the distance threshold for xmin · �min, with xmin > 1.

S3. Larger operational areas We can define
bounded regions where it is likely to find the users at a
given time Pi(ti; ), where  allows adjusting its size.
This allows specifying tailored operational areas that
directly impose interference constraints on beams that
traverse them. For example, if we know that a cruise
ship will operate in the Caribbean region P, we can set
Pi(ti) = P for the beam serving it.

Using these strategies when computing the baseline
frequency plan for users in Uinfo allows the system to
capture possible delays and trajectory changes in real-
time without recomputing the frequency assignment.
However, since not all uncertainty can be captured, we
leverage a reactive stage to make changes in real-time;
we introduce it in the following subsection.

3.2 Reactive assignment stage

In contrast to the proactive stage, the reactive as-
signment stage revises and re-optimizes the baseline
plan during its execution period t ∈ [0; T ], when new
information about the users is known. The capabil-
ity of modifying the frequency plan is crucial for two
reasons:

1. The baseline plan is generated based on the infor-
mation on a subset of users Uinfo, with |Uinfo| ≤
|Utot|, since some users might request service in a
specific location without prior notice.

2. The information known about mobile users in
Uinfo changes over time. For example, operators
might have new information about the exact route
and departure time, which was unknown when
generating the baseline plan.

Reactive strategies have been studied in the RCSP
problem [37], with rescheduling polices that can cope
with the insertion of unanticipated activities into a
given baseline schedule, which in our case would be
similar to adding users in Utot that are not in Uinfo.
These strategies also include having multiple identical
sets of resources kept in standby or scheduling back-up
tasks, which in our case can consist of reserving part of
the spectrum or having back-up frequency assignments.

Motivated by these approaches, we make use of three
different strategies that consist of reserving resources
when generating the baseline plan to use them in case
of unexpected events:

S4. Reserving additional channels We can re-
serve adjacent frequency channels for beams serving
mobile users in Uinfo. Since the channels are adjacent
to the beam’s allocation, the problem’s dimensional-
ity does not increase. We reserve xch · bmin,i chan-
nels for each beam i, thus (xch + 1) · bmin,i ≤ bi ≤
bmax,i + xch · bmin,i, with xch ≥ 1. Note that bmin,i is
the minimum required number of channels.
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S5. Reserving additional slots Having a set
of backup assignments (slots) for beams serving mo-
bile users in Uinfo. If new constraints invalidate the
original assignment of a beam, it can be reallocated to
one of those slots, which have been optimized before
operations. We propose assigning xslots slots of bmin,i

channels to each beam i, with xslots ≥ 1. In contrast
to the previous strategy, reserving non-adjacent chan-
nels increases the flexibility of the allocation and the
chance of reallocating successfully, at the expense of
increasing the number of assignments to be performed.

S6. Reserving spectrum Reserving a fraction
of frequency channels that cannot be used when com-
puting the baseline frequency plan but serve as emer-
gency channels when needing to reallocate users in
real-time. This can be implemented by redefining vari-
ables in (1) and setting 1 + ⌈xspec · Nch⌉ ≤ fi, for all
i ∈ {1; :::; NB}, with 0 < xspec < 1.

The use of these strategies when generating the base-
line frequency plan for users in Uinfo allows leveraging
reserved resources when re-computing the assignment
in real-time when all Utot users come into play.

4. Results
This section presents the metrics used to evaluate

our method and introduces the constellation and user
models. Next, we validate our approach by assuming a
scenario without uncertainty. Finally, we analyze the
presented framework under uncertainty using proactive
and reactive strategies.

4.1 System metrics

To compare the different strategies, we have to de-
fine the evaluation criteria. Ideally, we would like to
identify which strategy or set of strategies are the ones
that provide the greatest value for our system, defined
as a benefit at cost. For this purpose, we detail a cost
metric and a performance metric.

Cost metric—For the cost metric, we use the total
power consumption, as power is usually one of the lim-
iting factors onboard a spacecraft. Thus, frequency
plans with lower power consumption are inherently
more attractive [31]. To eliminate the time depen-
dency, the metric is defined as the average total power
consumption P of the constellation required to serve
the demand of each beam:

P =
1

T

NB∑
i=1

∫ tend;i

tstart;i

Pi(fi(t); bi(t)) dt (9)

where T is the length of the considered period, Pi is
the power consumption of beam i, which is calculated
as detailed in Appendix A.

Performance metric—Since our method allows de-
activating beams that cannot be assigned any re-

sources, the power consumption alone does not reflect
how effectively we overcome uncertainty. For this rea-
son, we make use of the number of successfully served
users Nserved as the performance metric. Conserva-
tively, if any beam connecting a user to a gateway (or
gateways) violates a constraint and their reallocation
is unsuccessful, these beams are deactivated, and the
user is considered not to be served.

As an additional metric, since operators might prefer
to minimize the number of reconfigurations in real-time
due to unanticipated events, we define Nrealloc as the
number of reallocations that happen during operations.

4.2 Experimental setup

We simulate scenarios with fixed, aeronautical, mar-
itime, and land mobile users, using data from open
source datasets (see Appendix B). We use a downsized
MEO constellation similar to O3b mPower, [38] with
the parameters specified in Table 1. Fixed users are
first grouped into a set of beams using the algorithm
proposed in [30]. Users are assumed to be routed to
the closest gateway and the closest satellite.

We consider two scenarios with 245 and 330 users
(|Utot|), as well as two levels of uncertainty (low and
high). The level of uncertainty is determined based
on the magnitude of the uncertainty in the position
and delay of aeronautical mobile users in Uinfo and
the fraction of land mobile users not included in Uinfo

(see Appendix B). We assume that the position of mar-
itime users is accurately known a priori, and while they
do not introduce anticipated events, they contribute
to the changes in demand distribution. The users are
concentrated in a specific region of the globe to reach a
high number of handover and interference restrictions
without the need to optimize for a global user basis.

4.3 Frequency assignment without uncertainty

In this first experiment, we evaluate our method in
scenarios without uncertainty, i.e., Uinfo = Utot, to as-
sess that it is able to produce frequency assignments
for both fixed and mobile users. Since all information
about users is known a priori, the baseline plan re-
mains feasible and does not require using the reactive
assignment stage or strategies S1-S6.

Table 2 shows results of 30 runs simulating different
user distributions and thus different user positions and

Parameter Value
Number of satellites Ns 7
Number of frequency channels Nch 80
Number of frequency reuses Nr 8
Number of polarizations Np 2
Frequency band Ka

Table 1: Constellation parameters.
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Nusers Nbeams Nserved=Nusers P=Psat

Avg. (SD) Avg. (SD) Avg. (SD)
245 730 (19) 1.000 (0.000) 0.203 (0.050)
330 938 (19) 1.000 (0.000) 0.515 (0.122)

Table 2: Results of the frequency assignment (no un-
certainty, Uinfo = Utot). Nbeams is the number
of beams (mobile users might connect to multiple
gateways), Nserved=Nusers is the fraction of success-
fully served users, and P=Psat is the power con-
sumption normalized to the estimated power capa-
bilities of a satellite. We indicate the average and
standard deviation (SD) from 30 runs.

Fig. 4: Frequency assignment (no uncertainty, Uinfo =
Utot) at time 9h40min. The upper part shows the
users’ positions along their trajectories, where the
shaded areas are the beam footprints. The lower
part shows the frequency assignment, highlighting
the frequency group plotted in Figure 5.

service times. As observed, our framework can meet
all the demand in scenarios with 245 and 330 users,
proving that it can generate a frequency plan before
operations based on accurate information. Figure 4
shows the user distribution and the frequency assign-
ment at a specific instance of one of the runs. Since
users are concentrated in a small region, most of them
are served by satellite 1 . The unassigned frequency
resources in that satellite might be occupied by beams
that will undergo or have recently undergone a han-
dover or by beams that are not active at this instant.

Figure 5 shows one frequency group of the gener-

Fig. 5: Baseline frequency plan with no uncertainty
(Uinfo = Utot) from the perspective of the satellites
(frequency group 2) and one of the gateways. The
horizontal axis shows the simulation time t ∈ [0; T ],
with T = 24h, and the vertical axis shows the fre-
quency channels, with Nch = 80. The dashed ver-
tical line indicates the instance 9h40min, for which
the constellation assignment is plotted in Figure 4.

ated baseline frequency plan from the perspective of
the satellites and from that of a gateway. The baseline
plan assigns the same resource to multiple beams at dif-
ferent times while respecting interference and handover
constraints (there are no overlapping assignments).

As mentioned, since we generate a baseline plan with
complete information about the users (Uinfo = Utot),
the reactive stage does not carry out real-time realloca-
tions (Nrealloc = 0). In the next experiment, we discuss
how our framework can operate under uncertainty.

4.4 Frequency assignment under uncertainty

In the second experiment, we introduce uncertainty
and evaluate the proposed method when information
about mobile users’ trajectories or possible future lo-
cations is not accurately known when generating the
baseline plan before operations, i.e., |Uinfo| < |Utot|,
as detailed in Section 4.2.

We perform 10 runs simulating different user distri-
butions, and thus different user positions, service times,
and unanticipated events, for each of the experiment
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Experiment config. Proactive strategy (S1-S3) Reactive strategy (S4-S6)
A – –
B – xch = 1
C – xslots = 1

D1, D2, D3, D4 – xspec = 0.05 0.10 0.15 0.20

E1, E2, E3
td = p50th p75th p95th –

xmin = 1.15 1.30 1.45

F1, F2, F3
td = p50th p75th p95th –
 = p50th p75th p95th

G1, G2, G3 td = T T T
–

 = p50th p75th p95th

H1, H2, H3
td = p50th p75th p95th xspec = 0.05 0.10 0.15

xmin = 1.15 1.30 1.45

Table 3: Framework configurations consisting of proactive and reactive strategies, as defined in Section 3. pxth
indicates value of the x-th percentile of the delays and operational area sizes of aeronautical users (see
Appendix B for more details).

Fig. 6: Average fraction of served users Nserved=Nusers and normalized power consumption P=P � scenarios with
245 and 330 users and high uncertainty (results for 10 runs). P � is the power consumption of an ideal case
with no uncertainty (in green).

configurations in Table 3. This procedure is repeated
for two uncertainty levels (low, high), and two different
numbers of users (245 and 330) for a total of 760 runs.
Figure 6 shows the fraction of served users and the
normalized power consumption for the different strate-
gies under uncertainty (Uinfo < Utot) . The numerical
values can be found in Table 4, where the number of
reallocations is also included.

The results show that the best performance is ob-
tained by an ideal case with no uncertainty (in green),
which emphasizes the importance of generating a base-
line plan with accurate user information. Generally, us-
ing proactive and reactive strategies improves the frac-

tion of served users in all cases compared to config. A,
which does not use any of the strategies S1-S6 to reduce
uncertainty in the baseline plan or reserves resources.

Configurations B and C, which reserve resources on
a per-user basis, are outperformed in almost all cases
due to their low reallocation success rate and spec-
trum utilization. In the scenario with 330 users and
high uncertainty, less than 93.5% of the reallocations
are successful. Configurations G1-G3 offer the worst
performance, as they include almost 4 times more con-
straints than necessary by not accurately taking into
account the time that users will be active. In the same
scenario, reserving 20% of the spectrum (config. D4)
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Nusers = 330 Low uncertainty High uncertainty
Nserved=Nusers P=P ∗ Nrealloc=Nbeams Nserved=Nusers P=P ∗ Nrealloc=NbeamsConfig.

Avg. (SD) Avg. (SD) Avg. (SD) Avg. (SD) Avg. (SD) Avg. (SD)
A 0.996 (0.002) 0.979 (0.050) 0.097 (0.014) 0.990 (0.005) 0.997 (0.032) 0.227 (0.017)
B 0.996 (0.004) 1.340 (0.075) 0.071 (0.009) 0.995 (0.003) 1.303 (0.117) 0.169 (0.015)
C 0.998 (0.002) 1.264 (0.091) 0.068 (0.007) 0.997 (0.004) 1.279 (0.102) 0.176 (0.009)
D1 0.997 (0.002) 1.064 (0.036) 0.083 (0.009) 0.994 (0.005) 1.082 (0.055) 0.202 (0.011)
D2 1.000 (0.001) 1.181 (0.075) 0.084 (0.009) 0.997 (0.003) 1.161 (0.063) 0.197 (0.012)
D3 1.000 (0.000) 1.301 (0.113) 0.089 (0.011) 0.999 (0.001) 1.257 (0.071) 0.203 (0.015)
D4 1.000 (0.000) 1.358 (0.097) 0.097 (0.011) 1.000 (0.001) 1.405 (0.119) 0.216 (0.009)
E1 0.999 (0.001) 1.069 (0.044) 0.063 (0.006) 0.994 (0.004) 1.055 (0.056) 0.187 (0.020)
E2 1.000 (0.000) 1.126 (0.051) 0.051 (0.008) 0.996 (0.004) 1.104 (0.062) 0.157 (0.013)
E3 0.999 (0.001) 1.214 (0.032) 0.042 (0.006) 0.998 (0.002) 1.201 (0.075) 0.097 (0.008)
F1 1.000 (0.001) 1.052 (0.152) 0.065 (0.007) 0.992 (0.005) 0.997 (0.107) 0.194 (0.013)
F2 1.000 (0.000) 1.047 (0.129) 0.053 (0.006) 0.993 (0.003) 1.021 (0.099) 0.155 (0.012)
F3 0.999 (0.001) 1.119 (0.170) 0.048 (0.007) 0.996 (0.003) 1.101 (0.105) 0.099 (0.010)
G1 0.979 (0.006) 1.615 (0.205) 0.479 (0.029) 0.984 (0.005) 1.583 (0.286) 0.487 (0.023)
G2 0.980 (0.005) 1.623 (0.209) 0.487 (0.023) 0.983 (0.005) 1.574 (0.277) 0.496 (0.022)
G3 0.980 (0.004) 1.614 (0.193) 0.500 (0.025) 0.983 (0.004) 1.574 (0.271) 0.509 (0.022)
H1 1.000 (0.001) 1.155 (0.073) 0.053 (0.007) 0.998 (0.002) 1.144 (0.069) 0.154 (0.010)
H2 1.000 (0.000) 1.350 (0.097) 0.051 (0.005) 0.999 (0.001) 1.319 (0.107) 0.126 (0.012)
H3 0.999 (0.002) 1.538 (0.135) 0.045 (0.005) 0.998 (0.004) 1.521 (0.136) 0.091 (0.010)

Table 4: Results of the frequency assignment with uncertainty. Nusers is the number of users, Nserved=Nusers is
the fraction of successfully served users and P=P � is the power consumption normalized against the power
required in an ideal case with no uncertainty P �, and Nrealloc=Nbeams is the number of reallocations in real-
time normalized against the number of beams. The values in the table indicate the average and standard
deviation (SD) obtained from 10 runs.

achieves the highest fraction of served users (99.97%)
by using 40.5% more power than an ideal case with no
uncertainty. Reserving less spectrum (10%) together
with proactive strategies (config. H2) achieves a sim-
ilar fraction of served users (99.94%) and power con-
sumption but with 41.5% fewer changes in real-time.

The results indicate that there is a tradeoff between
the fraction of served users and the power consump-
tion—for example, the same config. D4 needs 41%
more power than config. F1 to achieve a 0.8% increase
in served users. This difference tends to increase with
dimensionality (see Figure 6) and slightly less with the
level of uncertainty (see Table 4), where the change is
primarily in the fraction of served users (e.g., the frac-
tion of served users for config. F1 is reduced by 0.8%).

While configurations with only proactive strategies
(e.g., E2, F2) achieve good performance in cases with
low uncertainty, the use of reactive strategies, more
specifically reserving spectrum (configs. D, H), is cru-
cial when uncertainty is high. This is partly due to the
necessary flexibility, in terms of available resources, to
serve users not included in the baseline plan.

4.5 Discussion

These results show the framework’s capability to en-
code different strategies (S1-S6), which present differ-
ent trade-offs in terms of the fraction of served users
and power consumption (e.g., 41% more power to serve

0.8% more users), as well as the required number of re-
allocations. It is important to highlight that the user
base highly influences the strategies’ performance. For
instance, for users for which accurate information is
known before operations (aeronautical users with pos-
sible trajectories), reactive strategies might not result
in higher performance than having a more conserva-
tive allocation. In contrast, reserving resources can be
a good solution in scenarios with users for which we do
not know a priori when they will start service.

While in this work we assumed specific values to the
strategies, the hyper-parameters present in the strate-
gies can be adjusted by using user data or by simula-
tion. For example, historical flight data can be ana-
lyzed for aeronautical users to characterize the delays
and possible trajectories. In contrast, when the hyper-
parameters do not directly depend on the users (e.g.,
how much spectrum is reserved), configuring the strate-
gies becomes more complex and requires performing
experiments with different values. Additionally, these
strategies can be further configured by, for instance,
changing the priority of users to access reserved re-
sources.

Note that we have only tested two levels of dimen-
sionality and uncertainty, in which we could meet all
the demands assuming no uncertainty. For this reason,
rather than characterize the framework’s performance,
the results should be used to understand what possible
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trade-offs the different strategies present, how they can
change depending on the user distribution, and how to
optimize them.

5. Conclusions

In this work, we have developed a frequency assign-
ment framework to elaborate frequency plans valid for
a specific period in the presence of mobile users. Our
method consists of two stages. The proactive stage first
generates a baseline plan before operations, and then
the reactive stage re-optimizes it in real-time. The first
experiment’s results demonstrate that the framework
can successfully capture mobility considerations when
the information about the users is known a priori. The
conclusions of the second experiment can be summa-
rized as follows:

• Thanks to the combination of the proactive and
reactive stages, the framework can successfully as-
sign frequency resources for mobile users when not
all information is known a priori, providing service
to 99.97% of the users in dense scenarios with over
900 beams.

• The framework’s performance can be tuned by
configuring different proactive and reactive strate-
gies, presenting a trade-off between the fraction of
served users, power consumption, and the num-
ber of changes in real-time. This trade-off is most
significant in scenarios with more users and high
uncertainty.

• Not taking into account the expected times that
users will require service (e.g., expected flight de-
partures) results in less efficient allocations.

• Reactive strategies consisting of reserving re-
sources on a per-user basis are outperformed,
whereas reserving part of the spectrum to real-
locate users in real-time offers the highest fraction
of served users.

Based on the results of this work, directions for fu-
ture research include developing hybrid beam coverage
solutions where fixed beams can serve mobile users,
studying how mobile users can be efficiently routed to
gateways, and extending the capabilities of the frame-
work to operate under demand uncertainty.
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Appendix A. Power Calculation
The objective function in Eq. 4 includes the power

consumption of each beam. Since power equations
are not linear [39], we precompute, for each of beam
i ∈ {1; :::; NB}, the required power Pi(fi; bi) for each
possible frequency assignment.

We use the satellite communications models de-
scribed in [25]. For simplicity, we describe the method
to compute the necessary power Pi (in Watts) for a
beam i given its data rate demand Di (in bits/s) and
a certain number of allocated frequency channels bi.
We assume the satellites use the MODCOD schemes
defined in the standards DVB-S2 and DVB-S2X [40].
Given a roll-off factor �i and channel width of BW
(in Hz), we compute the lower bound of the required
spectral efficiency as

Γreq =
Di(1 + �i)

bi ·BW
(10)

We select the MODCOD with the lowest spectral effi-
ciency such that Γ ≥ Γreq, from which the appropriate
value for Eb=N is obtained.

Since we have considered interference mitigation us-
ing the inter-group constraints, we assume interfer-
ence is negligible, allowing us to compute the necessary
C=N0 as

C

N0

∣∣∣∣
i

=
Eb

N

∣∣∣∣
i

· Di

bi ·BW
(11)

With C=N0 (in dB), we can then compute the power
as:

Pi =
C

N0

∣∣∣∣
i

+OBO −GTx
−GRx

+ FSPL + 10 log10(kTsys) (12)

where OBO is the power-amplifier output back-off, GTx

and GRx
are the transmitting and receiving antenna

gains, respectively, k is the Boltzmann constant, and
Tsys is the system temperature. FSPL and Latm ac-
count for the free-space path losses, respectively. As-
suming that FSPL are significantly larger than atmo-
spheric losses, and losses at the transmitting and re-
ceiving antennas, we neglect all the latter.

We compute a power value Pi for each possible as-
signment of bi, and repeat the process for all beams in
the constellation.

Appendix B. User Distributions
In the experiments, the user positions are based on

samples from datasets of population data [41], flight
routes and tracks [42, 43], and maritime routes [44].
Land mobile users are based on synthetic data. Table 5
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